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Abstract—Deep visual attention in computer vision has at-
tracted much attention over the past years, which achieves great
contributions especially in image classification, image caption and
action recognition. However, due to taking BP training wholly
or partially, they can not show the true power of attention in
computational efficiency and focusing accuracy. Our intuition is
that attention mechanism should be similar to the process in
which human draw attention and select the next location to focus,
by observing, analyzing and jumping instead of existing describ-
ing continuous features. Based on this insight, we formulate our
model as a recurrent neural network-based agent that chooses
attention region by reinforcement learning at each timestep. In
experiments, our model explicitly outperforms baselines not only
in focusing and recognizing accuracy, but also consumes much
less computational resources, which can be honored as better
deep visual attention.
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I. INTRODUCTION

Action recognition in videos is a challenging and sig-
nificant problem in the long term, which requires to handle
well with difficulties like cluttered background, camera motion
and viewpoint changes when applied in video understanding,
human-computer interacting and so on [1].

Most existing works [2][3] take the approach of building
frame-level classifiers, running them exhaustively over a video
at multiple spatial and temporal scales, and applying much
additional post-processing such as duration priors and non-
maximum suppression. However, this kind of indirect model-
ing of action localization and tracking is not very satisfying
in terms of both accuracy as well as computational efficiency
in novel complex datasets. In order to break these limitations,
state-of-art work start to focus and put much effort in deep
visual attention, which mainly involves the following three
key points: 1) To create deep feature representations in action
recognition through classical convolutional neural networks
such as two stream CNNs [4]; 2) To establish temporal
correlation memory through typical recurrent neural networks
such as stacking LSTM [5]; 3) To impose visual attention
mechanism which aims to capture the property of human
perception mechanism by identifying interesting regions in
short video intervals. Over the past three years, there are
three classical papers marking the milestone progress in visual
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attention. In 2014, Google Deepmind proposed the recurrent
attention model in image classification [6]. In 2015, Bengio
team applied the recurrent visual attention to understand where
the model is expected to focus on image caption generations
[7]. In 2016, Microsoft research applied attention in image
questioning and achieve very significant improvement [8].
Moreover, recurrent attention model has been applied to other
sequence modeling such as machine translation [9] and image
generation [10].

However, due to the end-to-end structure, they can not
avoid to apply BP training method wholly or partially [11][12],
which leads that each location of attention is selected by a
way similar to sliding windows and do not truly realize the
transferring of visual attention. This can not show the true
power of attention in improving the speed and accuracy when
locating in key related region in frames, cubes and the whole
video pieces.

Based on all these latest research, and motivated deeply
by the mechanism of jumping and glimpse in human attention
system, we combine the excellent deep visual attention with
reinforcement learning to formulate our model as an agent, that
consists of CNN and LSTM to learns a policy for sequentially
forming and refining hypotheses about “Action Core” (the
key region that determines action recognition in videos). To
the best of our knowledge, this is the first model in action
recognition that can be viewed as true simulation of human
brain’s attention mechanism.

Main contributions of this work are: 1) Using REINFORCE
to replace BP, we establish better visual attention mechanism
that can be applied in different tasks in CV; 2) Designing elab-
orate experiments to prove the true power of visual attention
in focusing accuracy and computational efficiency.

The rest of this paper is organized as follows. Section 2
describes our proposed framework in details. Experimental
results and analysis are discussed in Section 3, followed by
conclusions in Section 4.

II. METHOD

Our goal is to take a long sequence of video and output
any class labels of a given action. Fig. 1 shows the architecture
of our model. It consists of three main components: a CNN
for feature extraction, a Recurrent Memory unit for temporal
dependency processing, and a core unit named REINFORCE
Attention responsible for realizing our better attention mecha-
nism.



Fig. 1. The input to the model is a sequence of video frames, and the output is a set of action classification labels. We illustrate an example of a forward pass.
At each timestep t, the CNN extract a feature cube Xt from raw data. Then the REINFORCE attention agent takes m times jumping glimpse to determine
attention, in which each time it generates a weighted distribution lt,i to match the relevant feature slice Xt,i according to the reword Rt,i. Through this it
establishes an attended input X

′
t and propagates this new cube to Recurrent Memory unit. Then LSTMs memorize current parameters and predict the next

reword. At last, the agent utilizes the softmax layer to print the class label Y .

A. CNN Features

We extract the last convolutional layer activations obtained
by pushing the video frames through GoogLeNet model [13]
trained on the ImageNet dataset. The last convolutional layer
has D convolutional maps and is a feature cube of shape
K × K × D. Thus, at each time-step t, we extract K2 D-
dimensional vectors. We refer to these vectors as feature slices
in a feature cube: Xt = [Xt,1, ..., Xt,K2 ], Xt,i ∈ R. Each of
these K2 vertical feature slices maps to different overlapping
regions in the input space and our model chooses to focus its
attention on these K2 regions.

B. LSTM

We use the LSTM implementation discussed in [5] and [7]: it
ft
ot
gt

 =

 σ
σ
σ

tanh

M

(
ht−1
X
′

t

)
, (1)

ct = ft � ct−1 + it � gt,
ht = ot � tanh(ct), (2)

where it is the input gate, ft is the forget gate, ot is the output
gate, and gt is calculated as shown in Eq.1. And ct is the
cell state, ht is the hidden state, X

′

t (see Eq.3) represents the
input to the LSTM at time-step t. M : Ra → Rb is an affine
transformation consisting of trainable parameters with a = d+
D and b = 4d, where d is the dimensionality of it, ft, ot, gt, ct
and ht.

C. Attention Mechanism

At each time-step t, our model predicts Lt+1, an attention
policy over input cube Xt, and Yt, a softmax over the label
classes with an additional hidden layer with tanh activations.
Here we generates Lt+1 based on reward function in rein-
forcement learning. Note that this is quite different from Lt in
baseline attention [11], where Lt is a random variable which
can take 1 of K2 values according to a location softmax.
Instead of calculating a probabilistic distribution, we create
a mapping function to the ith feature slice according to the
relevant Rt in m times’ jumping glimpses (see Fig. 1). Once

we obtain a robust attending policy Lt at current time, a new
input cube can be calculated as the following way:

X
′

t = Ep(Lt|ht−1)[Xt] =

m∑
i=1

lt,iXt,i, (3)

where Xt is the initial feature cube and Xt,i is the ith slice
of the feature cube at time-step t, Lt will be stated in details
in the following section. The new input X

′

t would then be the
sum of feature slices at the attended location instead of taking
expectation over all the slices.

Reinforcement Learning (RL): Given A, a space of
action sequences, and pθ(a), a distribution over a ∈ A and
parameterized by θ, the RL objective can be expressed as

Jθ =
∑
a∈A

pθ(a)r(a) (4)

Here r(a) is a reward assigned to each possible action se-
quence, and J(θ) is the expected reward under the distribution
of possible action sequences. In our case we wish to learn
network parameters θ that maximizes the expected reward of
a sequence of attention and recognition outputs. The gradient
of the objective is

∇Jθ =
∑
a∈A

pθ(a)∇ log pθ(a)r(a) (5)

This leads to a non-trivial optimization problem due to the
high-dimensional space of possible action sequences. RL ad-
dresses this by learning network parameters using Monte Carlo
sampling and an approximation to the gradient equation:

∇Jθ ≈
1

K

K∑
i=1

N∑
n=1

∇ log πθ(a
i
n|hi1:n, ai1:n−1)Rin (6)

Given an agent interacting with an environment, in our video
cases, πθ is the agent’s policy. This is a learned distribution
over actions conditioned on the interaction sequence thus far.
At time-step n, an is the policy’s current action (e.g. attention
ln+1 and classification prediction pn, h1:n is the history of
past actions. Rn =

∑N
t=n rt is the cumulative future reward

obtained from the current sequence of N time-steps. The ap-
proximate gradient is computed by running an agent’s current
policy in its environment to obtain K interaction sequences.



RL learns model parameters according to this approximate
gradient. The log-probability log πθ of actions leading to high
future reward is increased, and that leading to low reward is
decreased.

Training with RL requires designing an appropriate reward
function. Our goal is to learn policies for the attention and
prediction outputs that lead to action recognition with both
high recall and high precision. We therefore introduce a reward
function as the following:

rN = ηN+R+ + (1− η)N−R− (7)

All reward is provided at the Nth (final) time-step, and is 0
for n < N , since we want to learn policies that jointly lead
to high overall detection performance. N+ is the number of
true positive predictions, N− is the number of false positive
predictions, and R+ and R− are positive and negative rewards
contributed by each of these predictions, respectively. η is a
trade-off coefficient. A prediction is considered correct if its
overlap with a ground truth is majorally higher than that of
any other prediction.

Loss Function and The Attention Regularization: In the
method above, we establish the better attention mechanism.
And we use cross-entropy loss coupled with the doubly
stochastic penalty, and impose an additional constraint over
the attention policy. This is the attention regularization which
forces the model to focus on one region in time. The loss
function is defined as follows:

L = −
T∑
t=1

C∑
i=1

yt,i log ˆyt,i + λ
m∑
i=1

(1−
T∑
t=1

lt,i)
2 + γ

∑
i

∑
j

θ2i,j , (8)

where yt is the one hot label vector, ŷt is the vector of class
probabilities at time-step t, T is the total number of time-steps,
C is the number of output classes, λ is the attention penalty
coefficient, γ is the weight decay coefficient, and θ represents
all the model parameters.

III. EXPERIMENTS

A. Datesets

HMDB-51 provides three train-test splits each consisting
of 5100 videos. These clips are labeled with 51 classes of
human actions. Each video has only one action associated with
it. The training set for each split has 3570 videos (70%) and
the test set has 1530 videos (30%). The clips have a frame
rate of 30 fps.

ActivityNet (The Session of Untrimmed Video Classi-
fication) evaluates the capability of predicting activities in
untrimmed video sequences. Here, videos can consist of more
than one activity, and typically large time lapses of the video
are not related with any activity of interest. The dataset consist
of 27801 videos that belong to 203 activity classes, and is
randomly split into three different subsets, where 50% is
used for training, and 25% for validation and testing. In our
experiments, we measure the mean average precision (mAP)
obtained by each activity classifier. Since each untrimmed
video may contain more than one activity label, we measure
performance using mAP instead of a confusion matrix.

B. Implementation Details

Our implementation is based on the Theano which handles
the deep neural network and the gradient computation, and

the Keras which handles the LSTM unit. All the videos in
the datasets were resized to 224 × 224 resolution and fed
to a GoogLeNet model trained on the ImageNet dataset. The
last convolutional layer of size 7 × 7 × 1024 was used as an
input to our model. For all datasets we trained 3-layer LSTM
models, where the dimensionality of the LSTM hidden state,
cell state, and the hidden layer were set to 512. Our model
takes 30 frames at a time sampled at fixed fps rates. We set
weight decay to 10−5, use dropout of 0.5, and take Adam
Optimization algorithm for 10 epoches.

C. Quantitative Analysis

In this section, we show that our better visual attention
mechanism outperforms some state-of-art results on both t-
wo datasets and the learned policy of attending to action
cores is effective as well as efficient. Results from Table 1
demonstrate that with controlling different settings step by
step, the performance becomes better and better. We next
compare our model with a set of baselines proposed recently
[14][15] including shallow video representation methods and
deep ConvNets methods. And from table 2, we can make the
following observations:

• Comparing the performance of our attention model
with baseline attention, we can find that no matter on
HMDB-51 or ActivityNet we improves 20% nearly,
which truly proves that ours is indeed better.

• Comparing the performance of two visual attention
models with the other two on both two datasets, we
can conclude that for attention mechanism in action
recognition, it can be effective enough only when
taking better focusing methods like REINFORCE.

• Compared with methods without attention compo-
nents, our model encourages the agent to focus on the
important regions in the each video, which significant-
ly improves the discriminative ability for classification
(see Fig. 2, 3). Though there appears a little exception
in HMDB, we believe that the major reason is that
this dataset is relatively small and the content is un-
constrained, for which the method in [14] incorporates
iDT features that are computationally expensive.

D. Qualitative Analysis

We can better understand the success and failure cases of
this deep visual attention model by visualizing where it attends
to. In some cases, the model is able to attend to important
objects in the video frames and attempts to track them to some
extent in order to correctly identify the performed activity (see
Fig. 2). Of course, the model does not always need to attend
to the foreground. In many cases the camera is far away and it
may be difficult to make out what humans are doing or what

TABLE I. PERFORMANCE ON HMDB-51 AND ACTIVITYNET OF OUR
MODEL IN DIFFERENT SETTINGS

Model settings HMDB-51(acc%) ActivityNet(mAP%)
Baseline attention 41.30 58.90
Limited N times’
glimpse(N = 5)

50.06 65.60

Our model (unlimited times’
glimpse

60.60 69.13



TABLE II. COMPARISON WITH BASELINE ATTENTION MODEL AND
STATE OF ART METHODS ON HMDB-51 AND ACTIVITYNET

Models HMDB-51(acc%) ActivityNet(mAP%)
two stream CNN+iDT[15] 65.90 42.60
iDT+stack fish vector[14] 66.80 N/A

Baseline attention model[11] 41.30 58.90
Our model 60.60 69.13

Fig. 2. “Brushing hair” correctly attended and classified. From the very
beginning, attention focusing on the correct target, consequently recognizing
easily.

objects in the frames are. In these cases the model tends to
look at the background and tries to infer the activity from the
information in the background. But from the Fig. 3, we can see
that it may meet with some failure to capture correct targets
and regions. In our final experiments, we have tried to correct
these mistakes by some potential parameters’ adjustment. And
we finally analyze out that the possible bottleneck of our visual
attention mechanism may be fine-grained and multi-person
recognition.

IV. CONCLUSION AND FUTURE WORK

In this paper we developed better deep attention based
model for action recognition. Our proposed model tends to
recognize action cores based on the interactive glimpse that
jumps in the whole visual field. We also showed that our model
performs better than baselines which just take soft attention
mechanism through BP and sliding to find focusing regions.
As we explained, soft attention models, though impressive, are
still computationally expensive since they still require all the
features to perform dynamic pooling. And our reinforcement
attention is significantly more powerful in sequential modelling
involving in action recognition and other relevant tasks.

In the future, we plan to explore more applications such as
video event detection, multi-person detection and some fine-
grained recognitions. Through these application scenes, we
may find further improvements for our agent such as taking
an appropriate combination of reasoning mechanism. And our
primary intuition is to learn from Bayesian inference in one-
shot learning, so that our model no longer requires to be trained
in big data like general DNN-based models.
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