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Abstract—In this paper, we propose a framework for learning
a joint embedding space for bidirectional image-text retrieval
task, which fuses embedding spaces in multi-views. We have
implemented two views currently, one is a frame-sentence view
and the other is a region-phrase view. In the frame-sentence
view, we project each frame of the images and each sentence of
the texts into a holistic-level subspace to explore the correlation
between them. In the region-phrase view, we extract each region
of the frames and each phrase of the sentences and map them
into a local-level subspace. We separately mine the semantic
correlations in the two views, then merge them by a multi-view
fusion ranking method. In each view, to embed heterogeneous
data into a common space, we adopt the two-branch neural
network to transform the data. Extensive experiments show that
our multi-view joint space can preserve more accurate semantic
correlations between images and texts in different granularities
and can significantly improve the performance on the image-text
retrieval task. Our method achieves better results than the state
of the art on the Pascal1K and Flickr8K image-sentence datasets.
Index Terms—Multi-view embedding; Joint space; Fusion
module; Bidirectional image-text retrieval; Two-branch neural
network

I. I NTRODUCTION
With the advancement of computer vision, there is a surge of
interest in image-text tasks such as image caption [1], dense
caption [2], and visual question answering [3]. All of these
tasks are required to understand the semantic information of
the image and the text and to translate the semantic information from one modality to another. So the core problem is how
to bridge the gap between different modalities in the semantic
level. Data in various modalities exist in heterogeneous spaces,
and therefore it is unrealistic to measure the distances relating
to semantic similarity between them directly. In order to deal
with this challenge, we need to embed two kinds of data into
a common space where they can be compared directly.
Since the features generated by deep learning have achieved
a superb performance in many computer vision tasks, a large
amount of research has used them as the representations of
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images and texts, and transformed them into a common multimodal space for the image-text retrieval task [4], [5], [6], [7].
However, these learned features merely provide the holistic
level information of the data. So only using these features
to represent the data is insufficient to mine the correlation
between fine-grained data, such as regions in images and
phrases in texts. Another group of methods break images and
texts down into small parts, and then project these parts into a
common space which can catch the local semantic correlation
among the fine-grained data [8]. Although above methods have
performed well to a certain extent, we still consider that solely
observing the correlation in a single view is not enough to
acquire complete correlation between the two modalities. In
other words, using correlations in both views can enhance
comprehensive understanding of the semantic information of
the data. Based on this idea, we combine both holistic level
and local level information to fulfill the image-text retrieval
task. To realize it, we separately get a holistic-level semantic
correlation from the frame-sentence view and a local-level
semantic correlation from the region-phrase view. Then we
fuse these semantic correlations to obtain a more accurate
semantic understanding.
The framework as shown in Figure 1 contains three parts: the frame-sentence embedding module, the region-phrase
embedding module and the multi-view fusion module. In the
frame-sentence view embedding module, we take a piece of
image and a complete sentence in texts as the base unit,
and learn the correlation between the two kinds of features
that contain semantic information. Then we preserve the
correlation in a holistic-level subspace which can be measured
by distance. In the region-phrase view embedding module, we
break each frame and each sentence down into regions and
phrases, and then we map them into a local-level subspace
to explore the correlation among these fine-grained data.
In these two modules, to embed the data into a common
space, we adopt the two-branch neural network respectively,
in which each branch transforms the data in one modality
into isomorphic representations. During the training period,
to preserve the correlation, we introduce several constraints to
make sure that semantically relevant data can be adjacent in the
common space. In the multi-view fusion module, we compute
the distance in the multi-view joint space by integrating the
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Fig. 1. Framework of the multi-view embedding with two different views currently. In the frame-sentence view, we use the pre-trained models to extract
features of frames and sentences, then use a two-branch neural network to embed the heterogenous data into the holistic subspace. In the region-phrase view,
we utilize similar structure, but the input data are regions and phrases extracted from frames and sentences. Subsequently, we employ a multi-view fusion
module to integrate the semantic correlations from both views.

distances in the two views in proportion. These final distances
demonstrate more accurate semantic similarities between the
data, and can be considered as the ranking basis for the
retrieval task.
Our contributions can be summarized as follows: Firstly, we
propose to acquire accurate semantic correlation between different modalities by exploring them in multi-views. Secondly,
we introduce a fusion ranking method to fuse the multi-view
semantic correlations and preserve it in a joint space. Our
proposed framework performs better than the state-of-the-art
method in image-to-text and text-to-image retrieval tasks on
Pascal1K [9] and Flickr8K [10] datasets.
II. P ROPOSED FRAMEWORK
We consider the problem of image-text retrieval from a
dataset D = {D1 , . . . , D|D| } where each document consists
of an image and its accompanying text, i.e. Di = (Ii , Ti ), and
there are some sentences in each text respectively describing
the same image. In the frame-sentence view, we let fi denote
a frame of training image Ii and {si1 , si2 , . . . , sik } denote a
set of sentences from Ti (k is the number of sentences in Ti ).
In the region-phrase view, we let rim denote the mth region
extracted from the frame fi and pin denote the nth phrase
extracted from the sentence in Ti . In each of the views, in order
to embed the data into a common space, we input the features
of two types of data into corresponding branch of the twobranch neural network to get isomorphic representations. Each
branch of the neural network contains two fully connected
layers, and the first layer is followed by Rectified Linear
Unit (ReLU) nonlinearities. We use inner product to compute
the distances which indicate the semantic correlation. In the
following, we will describe the constraints in the two views,
and the final fusion ranking method in the multi-view fusion
module.
A. Frame-sentence View
We send frames and sentences into the two-branch neural
network and acquire isomorphic representations in the holistic-

level subspace. To process the data in the frame-sentence
view, we introduce CNN features using the 4096-dimensional
activations from the 19-layer VGG model [11] for images,
as the original representations of frames. Similarly, we represent sentences using Fisher vector (FV) [12] representations
generated by the Hybrid Gaussian-Laplacian mixture model
(HGLMM) as [13] and use PCA to reduce the dimension of
the vectors from 18000 to 4999. During the training period,
we propose to preserve both inter-modal consistency and intramodal consistency using a stochastic margin-based loss.
1) Inter-Modal Consistency: For a training frame fi , sentences can be divided into two groups where one contains
matching sentences and the other contains non-matching sentences. It is reasonable to require the consistency that the
distances between fi and the sentences in matching group
should be smaller than the distances between fi and the
sentences in non-matching group by an enforced margin m:
d(fi , six ) + m < d(fi , sjy )

if i 6= j

(1)

Same constraint can be applied to training sentence six :
d(fi , six ) + m < d(fj , six )

if i 6= j

(2)

2) Intra-Modal Consistency: Considering that in training
dataset each frame accompanied with some sentences, we also
need to preserve the correlation between sentences related to
the same frame which we called intra-modal consistency. In
other words, sentences that share the same meaning should
be assembled as a group and be far from other sentences as
shown in Figure 2. To realize intra-modal consistency, we use
the following constraint:
d(six , siy ) + m < d(six , sjz )

if i 6= j

(3)

While it is supposed to apply the analogous constraint as Eq.
(3) to the frames relating to the same sentence, it is difficult to
determine if frames describe the same sentence in the dataset
we use, so we do not adopt this one.

Here we define ηij as +1 if i = j, and −1 otherwise.
The constants κij normalize the objective with respect to the
number of positive and negative ηij .
C. Multi-view Fusion Module
Fig. 2. Illustration of the two constraint concepts: inter-modal consistency
(left) and intra-modal consistency (right). Triangles represent sentences and
circles represent frames. Same color indicates matching frames and sentences.

To combine above constraints, we get the final framesentence view loss function:
Ψf rame−sentence
X
=
max[0, m + d(fi , six ) − d(fi , sjy )]
i,j,x,y

+λ1

X

max[0, m + d(fi , six ) − d(fj , six )]

(4)

After learning embedding spaces in the frame-sentence view
embedding module and the region-phrase view embedding
module, we acquire distances between the data in multi-views.
To obtain a more accurate semantic similarity between Ii and
Tj , we integrate the distances in the two views in proportion
as the final distance in the multi-view joint space:
dmulti−view (Ii , Tj )
=df rame−sentence (Ii , Tj ) + λdregion−phrase (Ii , Tj )

The weight λ balances the strengths of scores generated in the
frame-sentence view and the region-phrase view. After several
experiments, we found λ = 0.6 produces the best results.

i,j,x

+λ2

X
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max[0, m + d(six , siy ) − d(six , sjz )]

i,j,x,y,z

The margin m could be adjusted but in this work we fix m =
0.1 to facilitate the optimization, and when λ1 = 2 and λ2 =
0.2 we get the best results.
B. Region-phrase View
In the region-phrase view, we determine to mine the finegrained semantic correlations existing between regions and
phrases and we follow the implementation as [8]. For images,
we detect objects with a Faster Region-based Convolutional
Network method (Faster R-CNN) as [14]. We choose the
top 19 detected locations as regions of a frame and keep
their 4096-dimensional activations. As for texts, we use the
Stanford CoreNLP parser to compute the dependency trees to
collect typed relationships with semantic information. Then we
represent every word by 1-of-k encoding vector w and map
phrase pjy represented by dependency triplet (R, w1 , w2 ) into
the embedding space:




We w1
pjy = f WR
+ bR
(5)
We w2
Here We is a 400, 000 × d matrix that encodes a 1-of-k
vector into a d-dimensional word vector representation (we
set d = 200). Note that every relation R has its own set of
weights WR and biases bR and the number of phrases in each
sentence is different.
In this view, we also employ a two-branch neural network
that learns to embed both visual and textual data into the locallevel subspace. During the training of the network, we require
that distances between regions and phrases in matching imagetext pair should be smaller than distances between regions and
phrases in non-matching image-text pair. The loss function in
this view is as follow:
Ψf rame−sentence
X
(6)
=
κij max[0, 1 − ηij × d(rix , pjy )]
i,j,x,y

(7)

A. Datasets and Evaluation Protocol
In this section, we evaluate the performance of our proposed framework on image-to-text and text-to-image retrieval
on Pascal1K [9] and Flickr8K [10] datasets. The datasets
contain 1000 and 8000 images respectively and each image
is accompanied by five descriptive sentences. For Pascal1K
we use 800 images for training, 100 for validation and 100
for testing. For Flickr8K we use 6000 for training, 1000 for
validation and 1000 for testing.
Given an image or text query, we sort all the texts or images
of the test set in order of increasing distance. For evaluation
the retrieval result, we follow standard ranking metrics. We
measure Recall@K, the percent of queries for which the
ground truth term is one of the first K (K = 1, 5, 10) retrieved.
B. Result Analysis
Results on Pascal1K and Flickr8K datasets are given in
Table I. It demonstrates the performances of our method and
other recent relevant works.
From the table we can see that our proposed method
outperforms the competing methods. Additionally, fusing both
of the frame-sentence view and the region-phrase view can
perform better than employing any single view. This demonstrates that both views are complementary to each other, so
the combination of them can acquire a more accurate and
comprehensive semantic correlation.
We give an image-to-text retrieval example as shown in
Figure 3. In this example, the frame-sentence view can only
retrieve sentences by holistic level understanding. However,
as it can not distinguish the regions, it confuses the correct
matches with some sentences containing similar but not true
entities. As for the region-phrase view, it returns some sentences containing correct entities but incorrect relation between
entities. As show in the third sentence, it can identify ‘a young
girl’, but it misunderstands the relation between the girl and the
bike is ‘riding’, so it retrieves a wrong sentence. However, in
the multi-view, it can seize the semantic correlation in holistic

Fig. 3. An image-text retrieval example on the Pascal1K test set. For the image query in the top left, we display the top five sentences retrieved in the
frame-sentence view, the region-phrase view, and the multi-view respectively. Correct matches are shown in red.
TABLE I
R ETRIEVAL R ESULTS

Model
Random Ranking
SDT-RNN [7]
kCCA [7]
DeViSE [6]
DCCA [4]
VQA-A[5]
DFE[8]
Ours(frame-sentence view only)
Ours(region-phrase view only)
Ours(multi-view)

Pascal1K
Image-text retrieval
Text-image retrieval
R@1
R@5
R@10
R@1 R@5
R@10
4.0
9.0
12.0
1.6
5.2
10.6
23.0
45.0
63.0
16.4
46.6
65.6
21.0
47.0
61.0
16.4
41.4
58.0
17.0
57.0
68.0
21.0
54.6
72.4
39.0
68.0
79.0
23.6
65.2
79.8
30.0
62.0
76.0
21.8
65.2
83.2
35.0
67.0
86.0
29.4
67.8
82.6
47.0
83.0
93.0
29.0
73.4
87.0

level and local level at the same time, so that the retrieval
results in the multi-view is the most accurate one.
IV. C ONCLUSION
In this paper, we have proposed a novel method to embed
images and texts into a multi-view joint space that is composed
of a frame-sentence view and a region-phrase view. In the
frame-sentence view we embed the frames and sentences into
a holistic-level subspace. And in the region-phrase view, we
break each frame and each sentence down into small parts
and embed these parts into a local-level subspace. In each
view, we employ a two-branch neural network to embed the
data, and implement some constrains in order to preserve
the semantic correlation. Subsequently, we introduce a multiview fusion ranking method to fuse these semantic correlation
together for better semantic understanding. Our framework
significantly exceeds the state of the art which demonstrates
that semantic correlations extracted from the two views are
complementary to each other, and fusing both views can
optimize the bidirectional image-text retrieval result. In the
future, we will try to add more views into our multi-view
embedding framework.
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