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Abstract—Region-based convolutional neural networks (RCNNs) have achieved great success in object detection recently.
These deep models depend on region proposal algorithms to
hypothesize object locations. In this paper, we combine a special region proposal algorithm with R-CNN, and apply it to
pedestrian detection. The special algorithm is used to generate
region proposals only for pedestrian class. It is different from the
popular region proposal algorithm selective search that detects
generic object locations. The experimental results prove that
region proposals generated by our method are more applicable
than selective search for pedestrian detection. Our method
performs faster training and testing than the deep model based
on, and it achieves competitive performance compared to the
state-of-the-arts in pedestrian detection.
Index Terms—Pedestrian Detection, R-CNN, Region Proposal
Algorithm, ACF, Better Region Proposals

I. I NTRODUCTION
The pedestrian detection task aims to detect pedestrian
instances and locate their positions in images. In the past few
years, there have been a lot of research works on pedestrian
detection. Accurate pedestrian detection could be applied to
many fields, including automotive safety, video surveillance
and robotics.
Recently, R-CNNs have been widely used to object detection. For instance, [1] proposes a fast R-CNN method achieving advanced object detection accuracy over 21 classes. This
method takes the popular region proposal method selective
search [2] to predict object locations first, then refines them
through the convolutional neural network. Inspired by the
great success of R-CNN in generic object detection, we try to
apply it to pedestrian detection. However, the method selective
search generates candidate region proposals not for a single
class, but possible locations of all kinds of objects. Thus the
region proposals generated by it may degrade the quality of
the detector, and contain many redundant cases if used with RCNN in pedestrian detection. Moreover, redundant proposals
cost more time in training and testing of the convolutional
neural network. We speculate that it may produce decent re-
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sults, if we use region proposals generated only for pedestrian
class in pedestrian detection.
Our motivation derives from the observation that pedestrian
detection algorithms can also be used to generate region
proposals. In this paper, the region proposal algorithm adopted
is based on a pedestrian detection method, and generates
region proposals only for pedestrian class. We combine the
special region proposal algorithm with R-CNN, and apply it
to pedestrian detection. This combined method relies on two
critical steps: (1) we use the region proposal algorithm to
generate a set of region proposals as efficiently as possible,
and (2) pass the raw image data with this set of candidate
region proposals to the convolutional neural network. The
network includes two sibling output layers. One of them
produces softmax probability estimates over pedestrian class.
And the other outputs four real-valued numbers representing
the bounding-box positons of pedestrian class.
Extensive experiments demonstrate that our method yields
competitive results compared to the state-of-the-arts in pedestrian detection. It achieves 14.1% miss-rate on the INRIA
dataset, 15.3% miss-rate on the PKU dataset, and 45.6% missrate on the ETH dataset, respectively. The region proposals
generated through our method perform better than selective
search in pedestrian detection. Besides, it reduces the number
of region proposals, and costs less time in the training and
testing of the convolutional neural network.
The paper is organized as follows. Section 2 briefly introduces related works. Section 3 describes details of the region
proposal algorithm and the architecture of the network. The
following section presents the results of our experiments on
three datasets. Finally, Section 5 concludes this paper.
II. RELATED WORK
A. The Categories of Pedestrian Detection Algorithms
Current methods for pedestrian detection can be generally
grouped into two categories. The first category is known as
conventional approaches, which extract hand-crafted features
from images to train SVM or boosting classifiers. These features such as Harr [3], HOG [4] and HOG-LBP [5], achieves
progressive performance in pedestrian detection. Deformable
part models (DPM) [6] consider the appearance of each
part and the deformation among parts for detection. Chen
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et al. [7] models the context information in a multi-order
manner. Moreover, the Integral Channel Features (ICF) [8]
and Aggregated Channel Features (ACF) [9], both of which
consist of gradient histogram, gradients, and LUV, can be
efficiently used to detection. Nam et al. [10] introduces an
efficient feature transform that removes correlations in local
image neighbourhoods.
The other category is deep models. Deep learning methods
improve the performance of pedestrian detection owing to
learning features from raw pixels. Ouyang et al. [11] learns
features and the visibility of different body parts to handle
occlusion. ConvNet [12] employs convolutional sparse coding
to unsupervised pre-train CNN for pedestrian detection. Tian
et al. [13] optimizes pedestrian detection with semantic tasks.
B. Region Proposal Algorithms
It is reasonable that searching the whole image to localize
the objects as an object can be of arbitrary size and located
anywhere in the image. Sliding window method can easily get
all possible locations through an exhaustive search. Nevertheless, the process is too computationally expensive. Recently,
some excellent region proposals algorithms are proposed such
as selective search [2], bing [14], and edge boxes [15].
Selective search combines the strength of both an exhaustive
search and segmentation, but the speed is slow. Bing takes
advantage of both normed gradient information and binary
operation, however the extracted regions is slightly poor even
though it gets high recall regions in a very short period of time.
Edge boxes is a compromise method between performance and
speed compared with selective search and bing.
Although many good region proposal methods have been
proposed, all these methods generate region proposals for
generic categories, instead of a single class. It may degrade
the quality of training and testing using region proposals
generated by them. Unlike these methods, we use the region
proposal algorithm based on a pedestrian detection method to
reduce redundant region proposals. We combine this region
proposal algorithm with R-CNN, and apply this deep model
to pedestrian detection.
III. P ROPOSED M ETHOD
A. Overview of Our Method
Our method consists of two parts. The first one is region
proposal generation, and the other is convolutional neural
network. Our region proposal method is based on the algorithm
[9], in which a detector can be trained to locate positions
for a specific category. The convolutional neural network
used is the deep model in [1]. The network first passes the
input image into several convolutional layers and max pooling
layers to extract feature maps. Then a rejoin of interest (RoI)
pooling layer is utilized to pool the feature maps of each
region proposal into a fixed-length feature vector. Each feature
vector is fed into a sequence of fully connected layers that
finally branch into two sibling output layers: one outputs the
classification score over pedestrian class and the other outputs

Fig. 1. Region-based convolutional neural network architecture. An image
and multiple proposals are inputted into the network. Each proposal is
pooled into a fixed-size feature map by RoI pooling and then fed into fully
connected layers (fc). The network has two output vectors per proposal:
softmax probabilities and bounding-box regression offsets. The architecture
is trained end-to-end with a multi-task loss.

bounding-box positons of pedestrian class by four real-valued
numbers.
B. Region Proposal Extraction
Our region proposal method based on the ACF model in
[9]. It extracts 10 channels of hand-crafted features to detect
pedestrians with an AdaBoost classifier. The channel features
include normalized gradient magnitude, histogram of oriented
gradients (six bins), and LUV color channels. A feature
pyramid is constructed through calculating channel features
at different scales. And the multi-scales image features are
approximated via extrapolation from nearby scales, instead of
being computed explicitly.
Given an image I, let Ω be any low-level shift invariant
function that takes an image I and creates a new channel
image C Ω = Ω(I). The channel C is a per-pixel feature map
such that output pixels in C are computed from corresponding
patches of input pixels in I. Let Is denote I resampled at scale
s and CsΩ = Ω(R(I, s)), where R denotes sampling function.
When computing multi-scale image features, it resamples I at
scale s first, then approximately computes the channels feature
of Is through:
CsΩ ≈ R(C Ω , s) × s−λΩ

(1)

λΩ is the relation among different scales, and each channel
type Ω has its own corresponding λΩ , which we can determine
empirically.
General pyramid features method should compute CsΩ =
Ω(R(I, s)) at each scale explicitly. However, we can approximately compute pyramid features effectively through formula
(1). This approximate calculation on feature channels speedups
the proposals extraction extremely under the condition of
keeping high-quality region proposals. While predicting region
proposals, we extract three kinds of features composing 10
channel features from images first. Then the channel features
of an image are resampled at a set of scales using approximate
computation. Finally we train an AdaBoost detector, which
combines 2048 depth-two trees to predict region proposals.
Different from the standard setting of itself, we low the
detection threshold to generate sufficient and effective region
proposals only for pedestrian class.

C. Architecture of the Network

D. The Process of Pedestrian Detection

In this section we first present the network architecture, then
we specify the loss function of this network.
Our network architecture is illustrated in Fig.1. The network
has 5 convolutional layers with 96, 256, 384, 384 and 256
filter response maps, followed by a RoI pooling layer. After
each convolutional layer, the network includes a rectified
linear unit (ReLU), and a space max pooling layer. The
convolutional layers accept arbitrary input sizes of images.
Before the feature maps of each region proposal are passed
to fully-connected layers, they are reshaped to fixed-length
vectors by RoI pooling layer. The fully connected layers
used for softmax classification and bounding-box regression
are initialized from zero-mean Gaussian distributions with
standard deviations 0.01 and 0.001, respectively. Biases are
initialized to 0. All layers use a per-layer learning rate of 1
for weights and 2 for biases and a global learning rate of 0.001.
We use dropout for the two fully connected layers.
Fully connected layers are followed by two sibling output
layers. The first outputs probability values, p = (p0 , p1 ),
over pedestrian and “background” classes. p0 and p1 denote the probability values of “background” and pedestrian
classes respectively. As usual, p is computed by a softmax
over the 2 outputs of a fully connected layer. The output
of second sibling layer is bounding-box regression offsets,
t = (tx , ty , tw , th ) for the pedestrian class. Each training
region proposal is labeled with a ground-truth class u and
a ground-truth bounding-box regression target v. We use a
multi-task loss L on each labeled proposal to jointly train for
classification and bounding-box regression:

Before training and testing, region proposals of each image
should be generated. During the training phase, the network
initialized by a pre-trained model takes an input image and
a list of region proposals to fine-tune. Once this work is
completed, the network runs a forward pass for the images
and region proposals of test set.

L(p, u, tu , v) = Lcls (p, u) + λ[u ≥ 1]Lloc (tu , v)

(2)

in which Lcls = −logpu is log loss for true class u. The
second task loss, Lloc , is defined over the true boundingbox regression targets for class u, v = (tx , ty , tw , th ), and
a predicted tuple (formula) again for class u. The Iverson
bracket indicator function [u ≥ 1] evaluates to 1 when u ≥ 1
and 0 otherwise. By convention the catch-all background class
is labeled u = 0. For background RoIs there is no notion of
a ground-truth bounding box and hence Lloc is ignored. For
bounding-box regression, we use the loss
X
Lloc (tu , v) =
smoothL (tui − vi )
(3)
i∈{x,y,w,h}

in which
(
0.5x2
smoothL (x) =
|x| − 0.5

|x| < 1
otherwise

(4)

is a robust loss. The parameter λ controls the balance between
the two task loses. The ground-truth regression targets v
is normalized to have zero mean and unit variance. And
in all experiments, we set λ = 1. The minimization of
loss function is achieved with the stochastic gradient descent
(SGD) algorithm.

IV. EXPERIMENTS
We evaluate our method on the INRIA, PKU and ETH
datasets, and compare the results with the state-of-the-arts.
Besides, we compare the performance and execution time
of training and testing with method using region proposals
generated by selective search. More experimental analysis on
the effectiveness of our method are given as follows.
A. Datasets
The INRIA dataset consists of 1805 images of humans in
64 × 128 size from a varied set of person photos. The PKU
dataset contains 4900 images for training and 1000 images for
testing. The data is collected from the video surveillance of 8
cameras. The resolution of the sets used is 1280 × 720. The
data of ETH was recorded using a pair of AVT Marlins F033C
mounted on a chariot respectively a car, with a resolution of
640 × 480. The total number of images is 1804.
B. Experimental Results
We use the pre-trained ImageNet models CaffeNet to initialize the weights of the network. The R-CNN is implemented
in Python and C++ (using Caffe [16]). And the experiment
environment is based on NVIDA Tesla GPU K20. We report
our results according to the standard evaluation protocol,
which is the miss-rate relative to false positives per image.
As shown in Fig.2, we compare the results of our method
with the state-of-the-arts on the INRIA, PKU, and ETH
datasets. It can be observed that our method significantly outperforms VJ, HOG, HOG-LBP, ConvNet and ACF, achieving
14.1% miss-rate on the INRIA dataset (Fig.2a). We compare
the results of DPM and ACF with our method on the PKU
dataset. Our method achieves the lowest log-average miss-rate
15.3% (Fig.2b). We also obtain a competitive result on the
challenging ETH dataset, where the miss-rate is reduced to
45.6% (Fig.2c).
We replace our region proposal method with selective search
to conduct training and testing. The overall experimental
results are reported in Fig.3. Our method achieves much lower
miss-rate on the INRIA (Fig.3a), PKU (Fig.3b), and ETH
(Fig.3c) datasets. The results demonstrate the region proposals
extracted by our method are more applicable than selective
search for pedestrian detection. We speculate the reason is that
the small sizes of pedestrians cause the poor performance of
selective search. The average amount of region proposals of
each image using our method is less than 300. It is much
smaller than the general number through selective search,
which is 2000. Table 1 compares training time (hours) and
testing rate (seconds per image) between ours and method

1

1

1

.80

.80

.80

.64

.64

.64

.50

.50

.50

.40

.40

.40

.30

.30

.20

.10

.20

.20

.10

72% VJ
46% HOG
39% HogLbp
20% ConvNet
17% ACF
14% OURs

.05

miss rate

miss rate

miss rate

.30

90% VJ
64% HOG
55% HogLbp
51% ACF
50% ConvNet
46% OURs

.10
67% DPM
46% ACF
15% OURs

.05

.05
10 -3

Fig. 2.

10 -2

10 -1

10 0

10 1

10 -2

10 -1

10 0

10 -3

10 1

10 -2

10 -1

10 0

false positives per image

false positives per image

false positives per image

(a)

(b)

(c)

10 1

The comparison of ours for pedestrian detection with recent state-of-the-art methods on (a): INRIA dataset, (b): PKU dataset and (c): ETH dataset
1

1

1

.80

.80

.80

.64

.64

.64

.50

.50

.50

.40

.40

.40

.30

.30

.20

miss rate

miss rate

miss rate

.30

.20

.10

.20

.10

.10
70% SS
15% OURs

35% SS
14% OURs

.05

78% SS
46% OURs

.05

.05
10 -2

Fig. 3.

10 -1

10 0

10 1

10 -2

10 -1

10 0

10 1

10 -2

10 -1

10 0

false positives per image

false positives per image

false positives per image

(a)

(b)

(c)

10 1

The results between using selective search (SS) and our method to predict proposals on (a): INRIA dataset, (b): PKU dataset and (c): ETH dataset

TABLE I
C OMPARISON OF T RAINING AND T ESTING TIME

train (h)
test (s/im)

INRIA
SS
OURs
1.7
1.5
0.22
0.07

SS
1.8
0.28

PKU
OURs
1.5
0.12

SS
1.6
0.14

ETH
OURs
1.3
0.05

using region proposals generated by selective search. It shows
our method reduces redundant region proposals and speeds
up the training and testing of the network. We conclude the
testing presents more prominent improvements than training.
We infer the reason of this phenomenon is that the testing is
just a forward propagation which region proposals react on.
V. C ONCLUSION
In this work, we present a method that combine a special
region proposal algorithm with R-CNN. The region proposal
algorithm based on ACF aims to predict region proposals
used in R-CNN. Different from the popular region proposal
algorithm selective search that detects generic object locations,
the algorithm can be used to generate region proposals only
for pedestrian class. We illustrate the details of our region
proposal algorithm and the architecture of the network. The
experimental results demonstrate our algorithm improves the
quality of region proposals. Our combined method achieves
competitive results compared to the state-of-the-arts in pedestrian detection, and it consumes less execution time in training
and testing of R-CNN.
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