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ABSTRACT
Cross-media retrieval aims at seeking the semantic association between diﬀerent media types. Most existing methods
paid much attention on learning mapping functions or ﬁnding the optimal spaces, but neglected how people accurately
cognize images and texts. This paper proposes a brain inspired cross-media retrieval framework to learn rich semantic embeddings of multimedia. Diﬀerent from directly using
oﬀ-the-shelf image features, we combine the visual and descriptive senses for an image from the view of human perception via a joint model, called multi-sensory fusion network
(MSFN). A topic model based TextNet maps texts into the
same semantic space as images according to their shared
ground truth labels. Moreover, in order to overcome the
limitations of insuﬃcient data for training neural networks
and less complexity in text form, we introduce a large-scale
image-text dataset, called Britannica dataset. Extensive experiments show the eﬀectiveness of our framework for diﬀerent lengths of texts on three benchmark datasets as well as
Britannica dataset. Most of all, we report the best known
average results of Img2Text and Text2Img compared with
several state-of-the-art methods.

Description:
a black and white bird;
yellow hair on the head;
red mouth;

Figure 1: An example of how people cognize images
and texts. Left is a picture and its intuitive description, and right is a piece of text with annotated topics highlighted in diﬀerent colors.
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The Macaroni Penguin is a large, crested penguin,
similar in appearance to other members of the genus
''Eudyptes''. An adult bird has an average length of
around 70 cm (28 in); the weight varies markedly
depending on time of year and sex. The head, chin,
throat and upperparts are black and sharply
demarcated against the white underparts. The black
plumage has a bluish sheen when new and brownish
when old. The most striking feature is the yellow crest
that arises from a patch on the centre of the forehead,
and extends horizontally backwards to the nape. The
flippers are blue-black on the upper surface with a
white trailing edge, and mainly white underneath with
a black tip and leading edge. ...
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INTRODUCTION

With the development and application of internet, multimedia data on-line (e.g. images, texts, audios and videos) is
growing rapidly. These diﬀerent forms of data usually cooccur to describe the same subjects or events. In order to
facilitate the management of a variety of multimedia content,
we need increasingly ﬂexible retrieval approaches among different types of media objects. Cross-media retrieval, which
addresses complex retrieval problems like searching for an image based on the relevant text or vice versa, has been the subject of much attention. The major challenge in cross-media
retrieval lies in the heterogeneity and non-comparability among diﬀerent media features. As a solution, many works
aim to align the feature spaces for bridging the “semantic
gap” across the modalities. However, they neglect the “cognitive gap” [36] between low-level visual features and highlevel user concepts, and the semantic relations between images and texts are still not eﬀectively established.
As we all know, Neural Networks (NN) modeling the way
the brain solves problems have made remarkable achievements in the ﬁeld of Artiﬁcial Intelligence (AI). We might
as well think of a question: how human brain perceives the
content of images and texts? When we see a picture as
shown in the left half of Figure 1, our ﬁrst reaction is to ﬁnd
out what’s inside and to depict them with a brief description.
For Figure 1, we may get the following descriptions: “a black
and white bird”, “yellow hair on the head” and “red mouth”.
Thus we could retrieve the most relevant text according to
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the shadow of the image in mind combined with these key
phrases. Then consider an example text query, such as the
right of Figure 1. We usually extract some keywords, including entities, attributes and relationships, to ground them
appropriately to an image. More interestingly, many people
we asked thought it may be a bird from a picture, but it’s
actually a “Macaroni Penguin” from its corresponding text.
Although many people haven’t seen the objects in the image
before, they would not match this picture with a paragraph
describing a “lorikeet” despite they all belong to bird-like
creature. This in fact derives from the human perception
process — as claimed in [19], the search behaviors depend
upon the representation of visual stimuli, the expression of
attention, and the integration of information for decision. So
we can come to the conclusion that even if human does not
build a speciﬁc concept for an object, after combining what
he sees (visual stimuli) and what he says (expression of attention) for an image and extracting the topics of the text,
he won’t go wrong when performing cross-media retrieval.
Inspired by the above circumstances, we use the process
of human cognition to learn rich semantic embeddings for
cross-media retrieval shown in Figure 2. The meaning of
“rich” involves the following two points: ﬁnd the rich semantic embeddings of images and texts to bridge the cognitive
gap, and mine the rich relevances in semantic space to eliminate the semantic gap. For images, we utilize ﬁne-tuned
deep Convolutional Neural Network (CNN) to generate the
visual embedding and then feed into a LSTM network, the
ultimate state of which is used as the descriptive embedding.
Both of the embeddings can comprehensively depict what
the people see and what they say in an image query. A deep
joint model by fully-connected neural network, called multisensory fusion network (MSFN), further captures the highly
non-linear relationships between aforementioned two embeddings. As probability topic models are proved to be eﬀective
at describing the underlying topics in one single modality, we
use LDA [2] to extract thematic embedding for text queries.
Then build a TextNet with three fully-connected layers to
map the thematic embedding into the common semantic space deﬁned by category labels.
The contributions of our work are summarized as follows:
1) We propose a framework to learn rich semantic embeddings of multimedia via simulating the process of human
perception. We ﬁrst attempt, as far as our best knowledge,
to explore image semantics by combining CNN visual embedding and LSTM descriptive embedding via multi-sensory fusion network (MSFN) and text semantics by TextNet based
on topic model respectively.
2) We introduce a new large-scale cross-media retrieval
dataset composed of images and the corresponding texts,
named Britannica dataset. The Britannica dataset overcomes the limitations of insuﬃcient data for training neural
networks and less complexity in text form.
3) Extensive experiments are conducted to evaluate the
eﬀectiveness of our proposed approach on three benchmark
datasets and our collected Britannica dataset. We provide

the detailed comparison results with the optimal state-ofthe-arts in recent years. Experimental results show the superiority of our approach.

2

RELATED WORK

During the past few years, numerous methods have been
proposed to address cross-media retrieval. The ultimate goal
is to ﬁnd a common space to jointly model images and its
associated texts. So we review recent progresses based on
the diﬀerent spaces used.
1) Latent subspace: The works based on latent subspace
aim to align multiple modalities directly from the low-level
isomorphic space. Canonical Correlation Analysis (CCA)
[23] and its variants, such as Kernel-CCA [1] are the main
techniques for learning a couple of mappings to maximize
the correlations between two variables. As a supervised extension of CCA, generalized multiview analysis (GMA) [11]
solves a joint, relaxed quadratic constrained program over
the diﬀerent feature spaces to obtain a single subspace. Although both CCA and GMA are able to solve cross-modal
subspace matching, the semantic gap still exists and the
learned alignment is diﬃcult to explain, making it hard to
interpret why a certain result is retrieved.
2) Single modal space: The works based on single modal
space perform cross-media retrieval either in a visual space
or a textual space only. Chen [3] applied Partial Least
Squares (PLS) to switch the image features into the text space for cross-modal document retrieval. Dong [5] proposed
a deep neural network architecture called Word2VisualVec
that learns to predict a deep visual encoding of textual input. In CONSE model [18], an image is embedded into the
Word2Vec space via convex combination of the word embedding vectors of the most relevant visual labels. The problem
is when mapping into a single modal space, the semantic
information of the other may lead to a great loss.
3) Semantic space: The works based on semantic space
aim to learn a pre-deﬁned semantic space or self-deﬁned semantic space for the measure of similarity between two different modalities. For pre-deﬁned space, the semantic representations are trained by existing category labels. Wang
[31] proposed RE-DNN model to capture both intra-modal
and inter-modal relationships. Wei [37] proposed a deep semantic matching method to address the cross-media retrieval
problem with respect to samples annotated with one or multiple labels. As these methods require a substantial amount
of human annotation eﬀort to learn the concept classiﬁer,
Habibian [8] proposed a data-driven approach by automatically learning its underlying semantic vocabularies. Liang
[15] proposed a Self-Paced Cross-Modal Subspace Matching
(SCSM) method for unsupervised multimodal data. Sun [27]
proposed an automatic visual concept discovery algorithm
using parallel text and visual corpora.
In addition, there are many other deep models [6, 14,
32, 35] proposed to address multimodal retrieval problems.
Frome [7] presented a deep visual semantic embedding model
to identify visual object using both labeled image data and
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Figure 2: An overview of our approach. The part on the left is our “multi-sensory fusion network” for learning
image semantics, detailed in Section 3.1. And the right part gives “the TextNet based on topic model” for
learning text semantics, detailed in Section 3.2. In the end, the proposed two networks embed the multimedia
data of diﬀerent modalities into an isomorphic semantic space.
generic image representation to tackle diverse visual recognition tasks. Works [12, 29, 30] using the last hidden layer of
CNN as an input to the Recurrent Neural Network (RNN)
for image captioning show the ability of a robust hiddenstate LSTM representation to capture image contents. However, as far as we know, there has been no such work that
surveys the eﬀect of CNN features combined with RNN cell
state for cross-media retrieval. So, in the next, we will look
at the detailed process of a novel image embedding learning
approach.
We implement the up-to-date CNN-LSTM architecture
proposed by Vinyals [30] to generate captions from an input
image. The probability of the correct description given an
image is directly maximized by using the following formulation:
∑
θ∗ = argmax
log p(S|I; θ)
(1)
θ

semantic information obtained from unannotated text documents. Srivastava [26] proposed to learn a shared representation between diﬀerent modalities based on restricted Boltzmann machine. Ma [17] proposed an m-CNN model which
is an end-to-end framework with convolutional architectures
to exploit image representation, word composition, and the
matching relations between the two modalities. Deep-Frag
model [13] embeds fragments of images (objects) and fragments of sentences (typed dependency tree relations) into a
common space.
Major of the above methods do not consider human’s
perception in process of cross-media retrieval. They usually adopt a two-step pipeline: investigate using the handcrafted features or oﬀ-the-shelf CNN features to represent
image semantics and some topic models to extract text features at ﬁrst, and then construct the correlation between
two modalities to implement cross-media retrieval. Instead,
this paper put forward a novel end-to-end semantic space
mapping method by imitating how people cognize things.
Multi-sensory fusion network integrates the people’s visual
and descriptive senses for an image, and topic model based
TextNet obtains the text semantic embedding by processing the gist of a text. The resultant eﬀect is that they are
embedded into an isomorphic semantic space to facilitate
cross-media retrieval.

3

(I,S)

where θ are the parameters of our model, I is an image, and
S its correct transcription. We brieﬂy apply chain rule to
model the joint probability over S0 ,· · · ,SN as
log p(S|I) =

N
∑

log p(St |I, S0 , · · · , St−1 )

where the dependency on θ is dropped for convenience and
N is the length of the sentence. Then it’s natural to model p(St |I, S0 , · · · St−1 ) with a RNN, where the sequence of
words at time t − 1 is expressed by a ﬁxed length hidden
state or memory ht . This memory is updated after seeing a
new input at by using a non-linear function f :

THE PROPOSED METHOD

In this section, we introduce the detail of our proposed rich
semantic embeddings learning method for cross-media retrieval. Figure 2 illustrates the algorithmic ﬂowchart of our
framework.

ht+1 = f (ht , at )

3.1

(2)

t=0

Learning Image Semantics by
Multi-Sensory Fusion Network

(3)

For at , images and words are fed as inputs:
a−1 = CN N (I)

Previous works [4, 24, 37] have demonstrated that features
extracted from the pretrained CNN can be utilized as a

at = We St ,
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t ∈ 0···N − 1
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where image I using the 1024 × 1 ﬁnal fully-connected layer
of a vision deep CNN is the only input once at t = −1, St
is the one hot vector representing word t, and We is a word
embedding matrix. After ﬁne-tuning the CNN, a−1 serves
as the CNN visual embedding of an image.
For f (·) we use Long-Short Term Memory (LSTM), which
can deal with vanishing and exploding gradients and capture
non-linear dependencies through time. The ﬁrst step in LSTM is to decide what information we are going to ignore from
the past cell state. This decision is controlled by a sigmoid
layer called the forget gate f .
ft = σ(Wf · [ht−1 , at ] + bf )

word prediction
Softmax

Ct-1

it = σ(Wi · [ht−1 , at ] + bi )

(6)

et = tanh(Wc · [ht−1 , at ] + bc )
C

(7)

σ

σ

x

ot
σ

tanh

ht

Figure 3: The repeating module in an LSTM. Finetuned at serves as CNN visual embedding when
t = −1, and the tuple (ht , Ct ) represents LSTM descriptive embedding when t = N .
(l)

layer l − 1. The pre-activation value zi
layer l is given by:
(l)

zi =

m
∑

(l−1)

Wij

of the ith unit at

(l−1)

xj + bi

(12)

j=1
(l−1)

where m represents the number of units at layer l−1, Wij
denotes the weight between the j th unit in layer l − 1 and
(l−1)
the ith unit in layer l, and bi
is the bias associated with
th
the i unit in layer l.
The activation of each z in MSFN is computed in Equation 13. Sigmoid function is used for all hidden layers, and
Softmax function is used for activating the output layer, that
is,

 1/(1 + e−z )
l = 2, 3
(l)
∑K
fI (z) =
(13)
(z−ε)
(z
e
/
e k −ε) l = 4

(8)

A sigmoid output gate decides what parts of the cell state
we are going to output.
(9)

The various W and b are trained parameters. Finally, the
cell state through tanh is multiplied by the output gate, so
that we only output the parts we decided to.
ht = ot ∗ tanh(Ct )

۱෨࢚

x

at

We multiply the old state by ft , forgetting the things we
et scaled by how
decide to forget earlier. Then we add it ∗ C
much we decide to update each state value as the previous
step.

ot = σ(Wo · [ht−1 , at ] + bo )

tanh

it

ht-1

(5)

ht Ct

+

ft

The next step is to decide what new information we are going
to store in the cell state. A sigmoid input gate i decides
which values we will update. A tanh layer creates a vector
et , which will combine with it to
of new candidate values, C
create an update to the cell state.

et
Ct = ft ∗ Ct−1 + it ∗ C

x

(10)

k=1

where l represents the layer number, K is the label number
and ε = max(zk ).
The architecture is then deﬁned by:

The last equation ht is what is used to feed to a Softmax,
which will produce a probability distribution pt over all words.

(2)

pt+1 = Sof tmax(ht )

(1)
h(2)
· v + b(1)
v = fI (Wv
v )

(11)

(2)

(2)

(1)

hd = fI (Wd

The tuple (ht , Ct ) is passed as the current LSTM state at
time t to the next LSTM state. As the repeating module
allows information to be passed from one step of the network
to the next, we select the ultimate tuple obtained at t = N
as the LSTM descriptive embedding of an image.
Then we put forward a multi-sensory fusion network
(MSFN) to further explore image semantics. CNN visual embedding and LSTM descriptive embedding are fed as
the inputs to MSFN at the same time. The connection
pattern and node settings of each layer are shown in Figure 2. Assume N image training samples, each of them
is preprocessed as {CNN visual embedding, LSTM descriptive embedding, ground truth label}, that denoted as D =
{v (n) , d(n) , l(n) }N
n=1 . We let xj denote the input vector at

(3)

(1)

· d + bd )

(14)

(2)

(2)
h(3)
= fI (Wc(2) · [h(2)
c
v , h d ] + bc )
(4)

(3)
oI = fI (Wc(3) · h(3)
c + bc )
(l)

(l)

where hA denotes the hidden layer at depth l, WA denotes
(l)
the weight matrix and bA the bias (A = v or d when l = 1,
else A = c).
The objective is to minimize the overall error of training
(l) (l)
samples to learn a parameter space Ω = {WA , bA } by:
C = argmin
Ω

N
3
λI ∑
1 ∑ (n)
(l)
∥oI − l(n) ∥2 +
∥WA ∥2F
2N n=1
2

where λI is the weight decay parameter.
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Through the above process, we can get the image fusion embedding, represented as SI ∈ RK , which embed
the image into the semantic space deﬁned by K number of
categories.

3.2

images. The combination of them can depict the image characteristics from the view of human perception via MSFN. Since text representation is usually much more discriminative
than the image, the relationship between text features and
the ground-truth labels can be more easily built by TextNet
based on LDA.
After mapping all images and texts in testing set to semantic space via MSFN and TextNet, cross-media retrieval
is ﬁnally cast into an isomorphic retrieval problem evaluated
by the traditional similarity measurement. For the image fusion embedding SI ∈ RK and the text semantic embedding
ST ∈ RK , we use cosine similarity measurement for distance
calculation:
∑K
k=1 SI (k) × ST (k)
√∑
d(SI , ST ) = √∑
(18)
K
2
K
2
k=1 SI (k) ×
k=1 ST (k)

Learning Text Semantics by TextNet
based on topic model

For texts, people usually capture the subjects through a number of key words or phrases. Thus, we propose to discover
the hidden semantic structure in a collection of texts by applying a probabilistic topic model. LDA is a three-level hierarchical Bayesian model, in which each item of the text
corpora is modeled as a ﬁnite mixture over an underlying
set of topics. Each topic is, in turn, modeled as an inﬁnite
mixture over an underlying set of topic probabilities. So we
apply LDA , as a widely used probabilistic topic model, for
generating thematic embedding. Extracting more topics generally enriches the text semantic by making it more
descriptive. But, extracting too many topics is prone to
over-ﬁtting. The number of topics is a parameter which is
determined by simple cross-validation over 10, 20, 50, 100,
200, 300 topics.
As shown in the right side of Figure 2, we build a 3-layer
fully-connected neural network based on LDA topic model
to learn text semantics, which can be called TextNet. Similar as MSFN for image, we utilize Sigmoid as the nonlinear
activation function for the second fully-connected layer in
TextNet and the output of the last fully-connected layer is
fed into a K-way Softmax, which generates text semantic
embedding ST ∈ RK over K classes in the similar fashion
as the image fusion embedding.
The TextNet is deﬁned by:
(2)

ht

(2)

(1)

= fT (Wt
(3)

(2)

oT = fT (Wt

(2)

· ht

′

′

Ω

4.1

(16)

(2)

′

(l )

′

(l )

, bt

}

N
2
′
1 ∑ (n)
λT ∑
(l )
∥oT − l(n) ∥2 +
∥Wt ∥2F
2N n=1
2 ′
l =1

(17)
′

where l represents the layer number of TextNet.

3.3

DATASETS

In this section, we ﬁrst describe three commonly used datasets in cross-media retrieval, then introduce the proposed Britannica dataset. The summary of four datasets is shown in
Table 1. Figure 4 gives an example for each dataset.

+ bt )

The objective is to learn a parameter space Ω = {Wt
by:
′

4

(1)

· t + bt )

where t represents the thematic embedding for each text.

C = argmin

Then both Img2text and T ext2Img can be easily achieved
by calculating the evaluation metrics in Section 5.1. We will
make a detailed discussion about the parameters and the
training methods of the networks in Section 5.2.

Summary

To summarize, this section elaborates our proposed semantic
space approach to seek for rich semantic mapping relations
between diﬀerent media types, which contains two procedures: “Learning image semantics by multi-sensory fusion
network” and “Learning text semantics by TextNet based
on topic model”.
The top layer of vision deep CNN simulating the visual
stimuli of human can cluster the images according to high
level semantics. The last LSTM cell state of language generation RNN represents the description of human attention for

Cross-media Datasets

Wikipedia dataset1 [23]: Wikipedia dataset includes 2,866
documents (2,173 training/693 testing) from 10 categories
relied on Wikipedia’s “featured articles”. Each of the documents is paired as a piece of text and an illustrative image.
Pascal Sentence dataset2 [22]: Pascal Sentence dataset
is a subset of Pascal Voc, contains 1,000 pairs of image and
several sentences from 20 categories (50 for each category).
We randomly select 30 pairs from each category for training
and the rest for testing.
Pascal Voc 07 dataset3 [10]: There are 9,963 images of
20 categories in this dataset. Each image accompanies 399
tags annotated by [9]. This dataset is divided into train,
val, and test subsets. The trainval and test splits contain
5,011 and 4,952 pairs respectively. As some images are multilabeled, we select 2,808 training and 2,841 testing image-tag
pairs with only one object each image.
Limitations: The above three datasets have two major
limitations. First, the number of samples is not enough to
train the neural networks, i.e., the Wikipedia dataset only
has 2,866 pairs in total and the Pascal Sentence only contains 1,000 pairs. Second, from Figure 4 we can see, the texts in
Pascal Sentence and Pascal Voc 07 datasets are mainly the
expressions of the objects in images and have no complex
extension meaning, which will lead to inconsistency with realistic applications.
1

http://www.svcl.ucsd.edu/projects/crossmodal/
http://vision.cs.uiuc.edu/pascal-sentences/
3
http://host.robots.ox.ac.uk/pascal/VOC/voc2007/
2
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Table 1: Summary of four datasets
Wikipedia

Pascal Sentence

Category

Tr

Te

Sum

Art
&architecture

138

34

172

Biology

272

88

360

Geography
&places

244

96

340

History

248

85

333

Literature
&theater

202

65

267

Media

178

58

236

Music

186

51

237

144

41

185

214

71

285

347

104

451

Royalty
&nobility
Sports
&recreation
Warfare

Pascal Voc 07

Tr

Te

Sum

Category

Tr

Te

Sum

Category

Tr

Te

Sum

aeroplane
bicycle
bird
boat
bottle
bus
car
cat
chair
cow
dining table
dog
horse
motorbike
person
pottedplant
sheep
sofa
train
tvmonitor

30
30
30
30
30
30
30
30
30
30
30
30
30
30
30
30
30
30
30
30

20
20
20
20
20
20
20
20
20
20
20
20
20
20
20
20
20
20
20
20

50
50
50
50
50
50
50
50
50
50
50
50
50
50
50
50
50
50
50
50

aeroplane
bicycle
bird
boat
bottle
bus
car
cat
chair
cow
dining table
dog
horse
motorbike
person
pottedplant
sheep
sofa
train
tvmonitor

200
59
293
120
55
58
376
242
57
98
5
234
59
63
408
89
76
49
193
74

169
76
256
109
50
65
398
238
64
93
10
247
53
56
455
84
75
60
203
80

369
135
549
229
105
123
774
480
121
191
15
481
112
119
863
173
151
109
396
154

Animals
Art&music
Astronomy
Biological Sciences
Chemistry
Countries
Earth&geography
Government&law&politics
Health&medicine
History
Life&biosphere
Literature
Mathematics
Philosophy
Physics
Plants
Religion
Society
Sports&recreation
Technology

1030
1458
204
33
88
302
1124
356
200
1082
444
858
63
55
157
178
579
652
404
1164

344
486
68
11
29
100
375
119
66
340
148
286
21
19
53
59
193
218
135
388

1374
1944
272
44
117
402
1499
475
266
1422
592
1144
84
74
210
237
772
870
539
1552

Wikipedia dataset (Art) Modality: Image/Text
Douglas designed some 500
buildings. He built at least 40
new churches or chapels,
restored, altered or made
additions to many other
churches,
and
designed
fittings and furniture for the
interiors of churches...

Pascal Sentence dataset (Cat) Modality: Image/Sentence
1. A gray and white cat sits on
a table.
2. A wide-eyed striped cat lays
in front of folders.
3 . Grey and white domestic
kitten lying down on a desk.
4 . The alert kitten looks on
curiously.

Pascal Voc 07 dataset (Person) Modality: Image/Tag
§
§
§
§

Person
Bib
Blanket
Sheet

Britannica dataset (Cat) Modality: Image/Text
Mauryan empire, in ancient
India, a state centred at
Pataliputra (later Patna) near
the junction of the Son and
Ganges (Ganga) rivers. It
lasted from about 321 to 185
bce...

The overall retrieval performance is evaluated using mean
average precision (mAP) score. The average precision (AP)
of R top retrieved target objects is deﬁned as:

Britannica Dataset

The evaluation of deep cross-media retrieval models requires
a large-scale document corpus with paired text and image.
Aiming at the limitations of the existing datasets, we contribute the Britannica dataset.
Dataset Collection: We crawl and reorganize the data
from Encyclopedia Britannica 4 . It includes 75,624 entries
in total, which are divided into 20 categories. The entries
are accompanied by one, more or even zero pictures. And
there are some entries belonging to multiple categories. This
dataset was ﬁnally pruned by removing the entries without
any images as well as belonging to several categories. The
ﬁnal corpus is made up of 13,889 documents, each containing
a single image, annotated with a label of 20 semantic classes.
A random split was used to produce a training set of 10,431
documents, and a test set of 3,458 documents. We make our
collected Britannica dataset publicly available5 .
Dataset Characteristics: First, this dataset is collected from an encyclopedia, hence it covers a wide range of
domains, even including some abstract categories, such as
mathematics and philosophy. Second, as the texts appear in
the form of paragraphs, the correlation between the image
4
5

and text is often very complex. Some words or sentences in
texts are direct descriptions of images while others usually
have no visual interpretations. For example, the text corresponding to a man’s portrait contains a lot of his life story.
The history of an ancient empire matches the territory of
the region. Third, Britannica is a large-scale dataset, which
is four times larger than the Wikipedia dataset. A wealth of
data can avoid overﬁtting during training. Moreover it can
be used to test the robustness and universality of numerous
retrieval methods.

5 EXPERIMENTS
5.1 Evaluation Metrics

Figure 4: One example and its modality are given
for each dataset. The category of each pair is represented in brackets.

4.2

Britannica

Category

AP =

R
1 ∑
P rec(r)δ(r)
M r=1

(19)

where M is the total number of relevant objects in the retrieved set, P rec(r) is the precision of the top r retrieved
objects and δ(r) is a binary value determining the relevance
of the rth ranked object. If the retrieved object and the
query have the same category, the δ(r) equals to 1, otherwise it’s zero. The mAP over Nq queries can be computed
by:
mAP =

5.2

Nq
1 ∑
APn
Nq n=1

(20)

Implementation Details

Vision deep CNN network in Section 3.1 is the GoogLeNet
Inception v3 [28] image recognition model pretrained on the
ILSVRC-2012-CLS image classiﬁcation dataset [25]. The
language generation RNN is trained on MSCOCO image
captioning dataset [16]. Since the category and the number
of categories between ImageNet and our target datasets are
usually diﬀerent, directly using the pretrained CNN model
to extract visual embedding may cause the loss of partial
semantic information. So we employ the images from our

https://www.britannica.com/
https://github.com/Mandddy/Britannica-dataset
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Table 2: mAP scores on Wikipedia dataset

target dataset to ﬁne-tune the pretrained parameters of CNN. Due to the diﬀerent text length of each target dataset,
LSTM parameters are unable to be ﬁne-tuned. We used
512 dimensions for the embedding and the size of the LSTM
memory. So the dimension of the tuple (ht , Ct ) we extract happens to be twice of the LSTM units number. Thus
the same dimensional CNN visual embedding and LSTM descriptive embedding can be perceived as two kinds of senses
of human beings.
The MSFN is trained by SGD, the learning rate is set as
0.01 and momentum=0.9 with batch size 20 training 10,000
epoches. In designed 4-layer MSFN, one-third of network
is for visual embedding only, one-third is for descriptive embedding only and the last one-third is for multi-sensory joint
modeling. We have attempted to add or remove the layer
and the nodes of each layer but perform not as good as the
4-layer MSFN.
For TextNet, the nodes of each layer are empirically de′
signed as [T /100/L]. T is the number of nodes in layer L1 ,
equaling to LDA topic number. The number of nodes in
the hidden layer is 100. L represents the label number, e.g.
L = 10 for Wikipedia dataset and 20 for the other three
datasets. The learning rate for TextNet is 0.01 and momentum=0.9. We utilize the mini-batch gradient descent with
batch-size 20, the epoch number ﬁxed at 2,000.
We use LDA package of Python implementation6 to extract the thematic embedding with random state equals to 1
and number of iteration equals to 1,500. The optimal number of topics we select is 200 for Wikipedia, Pascal Sentence
and Britannica datasets, 100 for Pascal Voc 07 dataset in
our experiments.
The framework of this paper is implemented in Python
using Tensorﬂow based on NVIDIA Tesla GPU K80.

5.3

Img2Text
0.249
0.225
0.280
0.361
0.509
0.477
0.362
0.450
0.340
0.306
0.430
0.274
0.393

Text2Img
0.196
0.223
0.214
0.341
0.424
0.418
0.273
0.516
0.353
0.228
0.370
0.217
0.325

Average
0.223
0.224
0.247
0.351
0.467
0.448
0.318
0.483
0.347
0.267
0.400
0.245
0.359

Only CNN input + TextNet
Only LSTM input + TextNet
MSFN + TextNet

0.499
0.406
0.518

0.431
0.318
0.453

0.465
0.362
0.486

Table 3: mAP scores on Pascal Sentence dataset
Methods
∗CM [23]
∗SM [23]
∗LCFS [34]
NewBaseline [37]
CMDN [20]

Img2Text
0.064
0.530
0.466
0.496
0.334

Text2Img
0.062
0.514
0.483
0.460
0.333

Average
0.063
0.522
0.475
0.478
0.334

Only CNN input + TextNet
Only LSTM input + TextNet
MSFN + TextNet

0.491
0.479
0.573

0.469
0.466
0.557

0.480
0.473
0.565

Table 4: mAP scores on Pascal Voc 07 dataset
Methods
∗CM [23]
∗SM [23]
LCFS [34]
∗LCFS [34]
JFSSL [33]
SCSM [15]

Img2Text
0.367
0.800
0.344
0.787
0.361
0.375

Text2Img
0.402
0.736
0.267
0.780
0.280
0.282

Average
0.385
0.768
0.306
0.784
0.320
0.329

Only CNN input + TextNet
Only LSTM input + TextNet
MSFN + TextNet

0.786
0.783
0.794

0.794
0.794
0.804

0.790
0.789
0.799

Results on three existing datasets
diﬃcult to form a uniﬁed comparison. In particular, as Pascal Voc 07 is a multilabel dataset, we select the images with
one label described in section 4.1 and the literatures we compare are restricted to this condition. Except reporting the
original results of CM [23], SM [23] and LCFS [34], we use
the CNN visual embedding and thematic embedding in our
approach as the image and text features respectively to implement the results, marked with ‘∗’.
From line 1∼6 of Table 2 and line 3∼4 of Table 4, we
can see the superiority of the CNN visual embedding and
thematic embedding. Especially in Pascal Voc 07 dataset,
both of the ‘∗LCFS’ and our method achieve signiﬁcant improvement with average mAP over 0.78. The reason may
be explained as follows: ﬁrstly, the 20 classes are all included in ImageNet and many images from the training set of
ILSVRC-2012-CLS are very similar as those from Pascal Voc
07. Secondly, the texts are made up of several words, so the
semantics can be easily determined by LDA. Note that ‘∗CM’
in Table 3 has the poor performance, so the robustness of
canonical correlation is not very strong.
On the whole, compared with SCM-2014 [21], DSV [8], JFSSL [33], SCSM [15] and other deep models, our signiﬁcant

The results on Wikipedia, Pascal Sentence and Pascal Voc
Datasets are shown in Table 2∼4. The last three lines in
each Table correspond to our proposed method. Keeping
TextNet invariant, the validity of MSFN is analyzed. “Only
CNN input” (“Only LSTM input”) implies only using CNN
visual embedding (LSTM descriptive embedding) as input
to train the 4-layer [1024/100/100/L] network. We can see
that CNN visual embedding or LSTM descriptive embedding
as the only input to train partial MSFN also achieves good
results. And CNN visual embedding is better than LSTM
descriptive embedding. This is probably because we have
ﬁne-tuned the CNN model but we are unable to ﬁne-tune the
LSTM, as the caption information are incapable to get for
existing cross-media retrieval datasets. “MSFN + TextNet”
obtains the best average mAP of Img2Text and Text2Img
tasks on three datasets.
We compare with several methods, which achieved excellent performance in recent years. Since most of the papers
did not provide the source code and their experimental results are not veriﬁed on all the three datasets, thus it is
6

Methods
CM [23]
SM [23]
LCFS [34]
∗CM [23]
∗SM [23]
∗LCFS [34]
SCM-2014 [21]
DSV [8]
DSM [31]
JFSSL [33]
NewBaseline [37]
SCSM [15]
CMDN [20]

https://github.com/ariddell/lda
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results suggest that the correlation matching in semantic space by learning rich multimedia embeddings provide a highly eﬀective solution to cross-modal relevance exploration.

Results on the proposed Britannica
Dataset

Table 5 presents the mAP performance on Britannica dataset.
The best results are achieved on average mAP of 0.404 by
“MSFN + TextNet”. The ‘∗LCFS’ implemented by our CNN visual embedding and thematic embedding obtains the
results close to “MSFN + TextNet”. For ‘∗CM’ and ‘∗SM’,
we get the competitive results. We may note that, compared
with “Only CNN input + TextNet”, the results of “MSFN +
TextNet” only show a slight improvement. Probably because
the longer or the more complicated the text, the weaker the
LSTM descriptive embedding, which reveals the chasm between the descriptive sentences generated by LSTM and the
original texts.
Figure 5 shows two examples of text queries and the top
four images retrieved by our approach on Britannica dataset.
Their categories are marked in the lower right corner. The
fourth picture of the second line is mismatched, this is likely
due to the fact that the categories of ‘Plants’ and ‘Life& Biosphere’ share similar words and imagery. In the second example, the pictures from ‘Society’ and ‘Art&music’ are wrongly
retrieved. These images are portraits and texts are their personage introduction involving in diﬀerent ﬁelds, which may
greatly increase the diﬃculty of the correct judgment on semantic categories.
Figure 6 gives the mAP performance for each category.
Note that the categories of “Biological Sciences”, “Chemistry”, “Mathematics” and “Philosophy” achieve poor retrieval results, probably because the number of samples is
relatively small while their semantics are very complicated
and diﬃcult to comprehend. With regard to these categories,
it’s still a great challenge to carry on cross-media retrieval.
Table 5: mAP scores on Britannica dataset

6

Methods
∗CM [23]
∗SM [23]
∗LCFS [34]

Img2Text
0.323
0.427
0.413

Text2Img
0.294
0.330
0.371

Average
0.309
0.379
0.392

Only CNN input + TextNet
Only LSTM input + TextNet
MSFN + TextNet

0.432
0.321
0.435

0.372
0.223
0.372

0.402
0.272
0.404

Technology

Sports&recreation

Plants
Religion
Society

Physics

Philosophy

Literature

Mathematics

History

Life&Biosphere

Health&medicine

Earth&geography

Government&law&politics

Countries

Chemistry

Astronomy

Biological Sciences

Animals

Figure 5: Two examples of Text2Img by “MSFN
+ TextNet” on Britannica dataset. Row 1 and 3
represent the text queries and their paired images.
Row 2 and 4 are the retrieved images.

Art&music

5.4

Figure 6: The mAP of Img2Text and Text2Img with
respect to each category for “MSFN + TextNet” on
Britannica dataset.

CONCLUSION

In this paper, we propose a novel cross-media retrieval method
by learning rich semantic embeddings of multimedia. MSFN
and TextNet bridge the cognitive gap from the perspective
of how people cognize images and texts. By ﬁne-tuning the
vision deep CNN and minimizing the category loss function,
we have mined the rich relevances across the modalities to
eliminate the semantic gap. In addition, Brittanica dataset
is released to support future works in image-text similarity
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learning or retrieval task. Experimental results on three public widely-used datasets as well as Brittanica dataset demonstrate the superiority of the proposed approaches. In the
future, we will extend more research on semantic representation of LSTM for images and texts, and study how to
eﬀectively implement cross-media retrieval for samples with
complex semantics and poor correlations.
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